
Georeferenced Cross-View 3D Reconstruction from
Ground and Satellite Images

David G. Shatwell Mubarak Shah
david.shatwell@ucf.edu shah@crcv.ucf.edu

Institute of Artificial Intelligence, University of Central Florida

Abstract

Georeferenced 3D reconstruction from ground images requires recovering not
only the local scene geometry, but also localizing every camera center and 3D
point in a geographic coordinate frame. Existing cross-view geo-localization
methods are able to estimate the GPS coordinate of a single ground camera, but
do not reconstruct dense 3D geometry, while recent feed-forward multi-view
3D reconstruction models predict point maps and camera poses only in a local
coordinate frame. We introduce X-VGGT, a feed-forward cross-view geometry
transformer that unifies these tasks by jointly processing a set of ground-level
images and a georeferenced satellite image to predict ground-view camera poses,
dense 3D point maps, and a scene-level transform parameterized by gravity, scale,
yaw and translation. This transform projects the local reconstruction into the
satellite plane, resulting in the geo-registration of all ground images with the
georeferenced satellite image. We further propose an evaluation protocol for this
joint task and show that, across multiple cross-view datasets, X-VGGT produces
accurate georeferenced reconstructions and outperforms prior cross-view geo-
localization and multi-view 3D reconstruction models.

1 Introduction

Ground-level images are easy to collect and can be used to reconstruct detailed 3D models; however,
image-based reconstruction methods typically recover geometry only up to an unknown global scale.
In recent years, high-resolution satellite images have become widely available across many regions
of the world. Since these images are often georeferenced, their image coordinates can be mapped
to real-world geographic locations, providing GPS information for each pixel. This makes them an
ideal complementary source of information for image-based 3D reconstruction, as they can provide
not only a metric reference for resolving scale ambiguity, but also a global coordinate frame for
localizing the reconstructed cameras and 3D points.

However, using satellite images as a geographic reference requires solving a difficult cross-view
registration problem: ground-level and satellite images observe the same scene from drastically
different viewpoints, with large changes in appearance, scale, and visible structure. A model that
can overcome this gap would enable practical applications in autonomous driving and robotics in
GPS-denied areas, disaster response from localized post-event imagery, and infrastructure inspection,
where observed assets and defects could be placed directly on a map.

Previous work addresses important parts of this problem, but not the full setting. Cross-view geo-
localization methods are trained to estimate ground-view camera locations within a satellite image
[30, 45, 32, 31, 49, 50, 19], but they are not designed to localize individual image pixels, which
is known as geo-registration, that requires additional 3D understanding. In parallel, recent feed-
forward 3D reconstruction models can recover camera poses and 3D point maps from multiple views
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Figure 1: Georeferenced cross-view 3D reconstruction. Given a set of ground-level images and a
georeferenced satellite view, X-VGGT predicts camera poses, 3D point-maps, and a georeferencing
transform Gϕ(·). By projecting the 3D reconstruction into the satellite plane, our model can geo-
register every pixel in the ground images, localize their cameras, and generate metric depth maps.

[44, 20, 41, 22, 46], but they typically generate predictions in a local coordinate frame and are brittle
under extreme viewpoint changes.

Georeferenced cross-view 3D reconstruction lies at the intersection of these two problems: using
both ground and satellite images, the goal is to generate a metric 3D reconstruction where all ground-
level image pixels are localized in a geographic coordinate frame. To address this problem, we
introduce X-VGGT, a Cross(X)-View Geometry Grounded Transformer for georeferenced cross-
view 3D reconstruction. Given a set of ground images and a georeferenced satellite image, X-VGGT
predicts ground-view camera extrinsics, intrinsics, metric dense 3D point maps, and a scene-level
satellite alignment transform used to geo-localize image pixels and camera centers. The satellite
image is processed jointly with the ground images through a multi-view transformer, allowing
them to exchange information. Then, a dedicated Satellite Alignment Head predicts a ground-to-
satellite coordinate transform parameterized by gravity, yaw, scale, and translation, which projects
the reconstructed camera centers and dense point maps into the georeferenced satellite plane, thus
enabling dense pixel-level geo-registration.

In summary, our key contributions are as follows:

• We propose X-VGGT, a feed-forward cross-view 3D reconstruction model that jointly uses
ground images and a georeferenced satellite image to predict cameras, metric 3D point maps,
and a satellite-ground alignment transform that geo-localizes all ground image pixels.

• We enable georeferenced 3D reconstruction from flexible sets of ground-view inputs: X-
VGGT grounds camera centers and dense point maps in the satellite coordinate frame while
supporting ordered sequences or unordered sets of limited-FOV images.

• We introduce a Satellite Alignment Head and georeferencing losses that directly supervise the
ground-to-satellite transformation, projected camera centers, and pixel-wise geo-registration.

• We introduce new training and evaluation protocols for cross-view 3D reconstruction, using
ordered and unordered sets of frames from unseen locations to evaluate the generalization
of X-VGGT and competing baselines.

2 Related Work

Geo-localization aims to estimate where an image was captured by predicting its GPS coordinates
from visual content alone. Existing methods are broadly grouped into classification, retrieval, and
registration-based approaches. Classification methods discretize the Earth into geographic cells and
use the centroid of the predicted geocell as the estimated GPS coordinate [48, 37, 27, 23, 26, 10].
Retrieval methods embed the query into a high-dimensional feature space and compare it against a
georeferenced gallery, formed either by encoding GPS coordinates with a location encoder [36, 18,
28, 5, 14, 4, 29], or by using images with known locations.
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Image-retrieval methods can be divided into same-view and cross-view settings. Same-view visual
place recognition (VPR) embeds query and gallery images with a shared image encoder and ranks the
gallery by feature similarity [34, 3, 6, 1, 2, 16, 7, 35]. Cross-view geo-localization instead matches
ground-level queries against satellite images, using either shared or view-specific encoders. Prior
work has improved this framework with ground-view warping, hard negative mining, re-ranking,
stronger backbones, and auxiliary objectives [58, 11, 21, 57, 53]. Cross-view retrieval has also been
extended to videos using multi-stage pipelines and temporal aggregation [56, 39, 25]; however, these
methods typically assume ordered image sequences and are less suited to unstructured multi-view
scenes.

A key limitation of retrieval-based geo-localization is that predictions remain tied to the gallery
discretization: the estimated GPS coordinates represent the center pixel of a query, rather than
pixel-wise GPS locations of the query image. Recent cross-view localization methods address
this by registering the ground view within a georeferenced satellite image, typically through pose
search, BEV transformations, dense correspondence fields, or fine-grained cross-view matching
[30, 49, 45, 32, 42, 19, 31, 50, 51]. However, they remain primarily 2D pose-estimation systems:
most predict a single rotation and translation within a fixed satellite area from a single ground
image or panorama, without reconstructing dense 3D structure or placing multiple cameras and point
maps in a shared georeferenced frame. This motivates moving beyond local 2D registration toward
georeferenced multi-view 3D reconstruction.

Multi-view 3D reconstruction recovers camera geometry and dense scene structure rather than
only a 2D pose. Recent feed-forward geometry models directly predict this structure from images:
DUSt3R [44] and MASt3R [20] estimate point maps and correspondences from uncalibrated image
pairs, and several methods extend this paradigm to larger or more structured inputs through multi-view
prediction, memory, recurrent state, relative-pose aggregation, or video geometry [9, 43, 12, 54]. In
parallel, learning-based SfM and general multi-view reconstruction models are increasingly adapted
to predict cameras, depth, point maps, visual appearance, or metric 3D from sparse or dense scenes
[40, 41, 22, 46, 52, 55, 17].

However, these models are not designed for georeferenced ground-satellite reconstruction. They
typically recover geometry in a local coordinate frame with arbitrary scale and rely on sufficient visual
overlap, whereas nadir satellite and street-level images differ substantially in viewpoint, appearance,
and visibility. Recent extreme-view methods partially address this gap by adapting 3D reconstruction
models to drone-ground pairs [38], ground images and top-down floor plans [15], or satellite, aerial,
and ground views [47]. While promising, they do not directly solve ground-satellite registration with
real orthorectified satellite imagery: they either rely on drone viewpoints, use non-standard top-down
inputs, or are trained with synthetic perspective-projection aerial images.

These extreme-view methods make important progress, but do not fully address the setting targeted
by our method: reconstructing arbitrary ordered or unordered sets of ground views directly in the
coordinate frame of a georeferenced orthorectified satellite image, without using any auxiliary modal-
ities. In this work, our aim is to connect cross-view localization with multi-view 3D reconstruction,
using satellite images to geo-register all cameras and pixels in a geographic reference frame.

3 Method

Given a set of ground images and a georeferenced satellite image, X-VGGT predicts ground-view
camera poses, dense 3D point maps, and a satellite-to-ground transform that is used to geo-register
all cameras and image pixels. In this section, we first formulate the georeferenced 3D reconstruction
problem (Sec. 3.1), then describe the architecture (Sec. 3.2), training objectives (Sec. 3.4), and
training strategy (Sec. 3.5).

3.1 Problem Formulation

Let Isat denote an orthorectified georeferenced satellite image, where image coordinates can be
mapped to latitude-longitude pairs, and let {Ii}Ni=1 denote N ground-level images captured within
the satellite area but with unknown geo-location. The ground inputs may be an ordered sequence, an
unordered set, or perspective views extracted from a panorama. X-VGGT predicts camera extrinsics
Êi ∈ R3×4, intrinsics K̂i ∈ R3×3, dense 3D point maps X̂i ∈ RH×W×3, and a georeferencing
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Figure 2: X-VGGT architecture. X-VGGT jointly processes N ground-level images and a georefer-
enced satellite image with an Alternating Attention (AA) Transformer. Ground-view patch tokens are
decoded by the camera and DPT heads to predict camera poses Ĉi and dense point maps X̂i, while
the satellite token is decoded by the Satellite Alignment Head (SAH) to estimate the transformation
Gϕ from the local 3D reconstruction to the satellite coordinate frame. Gϕ is parameterized by a gravity
vector g for ground-plane projection, a scalar α for metric conversion, and a planar rotation ψ and
translation t that align the projected points with the satellite image.

transform Gϕ : R3 → [0, 1]2 used to warp pixels from the local ground-views into the satellite image
plane, allowing dense point maps and camera centers to be projected and geo-localized.

The georeferencing map is a single scene-level transform. Rather than predicting each camera location
independently, X-VGGT predicts one geometric map that aligns the full local reconstruction with the
satellite plane. We parameterize this map by

ϕ = (g, rψ, α, t), rψ = (cosψ, sinψ),

where g ∈ R3 is a unit gravity vector in the local reconstruction frame, rψ ∈ R2 is a unit yaw
vector that rotates the horizontal basis, α = log s is the logarithmic scaling factor, and t ∈ R2 is a
translation vector in normalized satellite coordinates.

The gravity direction defines the normal of the satellite-aligned plane. To obtain in-plane axes, we
project a canonical reference direction onto the plane orthogonal to g. Let a be the normalized
projection of the x-axis onto this plane and let b = g × a; the yaw vector is used to rotate the basis
as follows:

xϕ = cosψ a+ sinψ b, yϕ = − sinψ a+ cosψ b.

For any reconstructed point X, the satellite projection is thus given by

Gϕ(X) = exp(α)

[
x⊤
ϕX

y⊤
ϕX

]
+ t.

This is an orthographic projection from the local reconstruction frame to the satellite plane. Coordi-
nates are represented in normalized [0, 1]2 satellite space with a consistent upward vertical convention;
metric errors are computed using the known ground sampling distance of the satellite image.

3.2 Cross-View Geometry Grounded Transformer

X-VGGT jointly processes the ground images and satellite image with a multi-view transformer
based on alternating attention. The satellite image is appended as the final view, giving the input tuple
(I1, . . . , IN , Isat) with M = N + 1 total views. A shared visual encoder, initialized from DINOv2
[24], converts each image into P patch tokens (pi). Camera (ci) and register (ri) tokens are appended
to every view:

Z0
i = [ ci, ri,1, . . . , ri,Nr ,pi,1, . . . ,pi,P ] ∈ R(1+Nr+P )×C , i = 1, . . . ,M.
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The first ground view I1, remaining ground views {Ii}N2 , and satellite view Isat use separate learnable
camera and register tokens, while all patch tokens are produced by the shared image encoder.

Following the alternating-attention design of VGGT [41], each block alternates between frame
attention, which updates tokens within each view, and global attention, which updates tokens across
the concatenated set of views:

Z̄ℓi = Fℓ(Z
ℓ−1
i ), Zℓ = Gℓ([ Z̄

ℓ
1; . . . ; Z̄

ℓ
M ]).

This preserves view-specific image evidence while repeatedly exchanging information across the
ground and satellite views.

The satellite image has a different geometric role from a ground camera. Since the satellite image is
orthorectified and treated as a nadir map, X-VGGT does not predict a perspective camera pose, finite
camera center, depth map, or point map for the satellite view. Instead, the satellite tokens condition
the ground 3D reconstruction through attention and are read by a dedicated Satellite Alignment Head.

Satellite Alignment Head. The Satellite Alignment Head (SAH) predicts the scene-level georef-
erencing parameters ϕ. Let Y ∈ RM×D denote the final camera-token features from all views,
including the satellite token, where D = 2C because the backbone concatenates frame and global
features. At each refinement step k, the head embeds the previous estimate ϕ̃k−1, mixes the M
camera tokens with a lightweight transformer Tϕ, and reads out only the final satellite token:

Uk = Tϕ(Y ; ϕ̃k−1), ϕ̃k = ϕ̃k−1 +Wϕ(U
k
sat), k = 1, . . . , 4.

For the first step, ϕ̃0 is represented by a learned empty georeferencing token. The final activated
estimate ϕ = A(ϕ̃4) normalizes g and rψ to unit length while leaving α and t unconstrained. Reading
only from the satellite token reflects the role of ϕ: it describes the alignment between the reconstructed
ground scene and the satellite frame.

3D Geometry Heads. The ground-view geometry heads follow the VGGT design. The camera head
uses an iterative transformer over the N ground camera tokens and predicts a pose encoding in RN×9,
consisting of 3D translation, a 4D quaternion rotation, and 2D field-of-view parameters for each
ground view. The point head is a dense prediction transformer that converts ground patch tokens into
dense point maps and confidence maps, X̂ ∈ RN×H×W×3. Both heads receive only the ground-view
tokens and the satellite view affects their predictions through the shared transformer features.

3.3 Geo-registration

The camera head predicts a world-to-camera transform Êi = [R̂i | t̂i] for each ground view in the
local reconstruction frame. We recover the camera center as Ĉi = −R̂⊤

i t̂i and project both dense
point maps and camera centers into the satellite image:

ûi(p) = Gϕ(X̂i(p)), ûcam
i = Gϕ(Ĉi),

where p indexes image pixels. The projected camera centers provide a fine-grained localization signal,
while the projected dense points measure whether the reconstructed geometry is correctly grounded
in the satellite frame.

3.4 Training Objectives

X-VGGT is trained with a multi-task objective that combines standard 3D reconstruction losses with
new georeferencing losses. The georeferencing losses supervise the scene-level map parameters and
their induced satellite projections. Let ϕ∗ denote the ground-truth georeferencing parameters com-
puted in the normalized reconstruction frame. For each Satellite Alignment Head (SAH) refinement
stage k, we supervise the activated estimate ϕk = (gk, rkψ, α

k, tk) with

Lϕ =
1

Kϕ

Kϕ∑
k=1

γKϕ−k
[
1− ⟨gk,g∗⟩+ 1− ⟨rkψ, r∗ψ⟩+ |αk − α∗|+ ∥tk − t∗∥1

]
,

where Kϕ = 4 and γ = 0.6. The direction terms supervise the unit gravity and yaw vectors, while
the remaining terms supervise scale and translation.
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We also supervise the satellite projections induced by the final georeferencing transform. Specifically,
we compare both the dense projected point maps and the projected camera centers against their
ground-truth normalized satellite coordinates. The dense loss is computed over valid pixels Ωpts,
while the camera-center loss is computed over the N ground-view cameras:

Ldense =
1

|Ωpts|
∑

(i,p)∈Ωpts

∥∥∥Gϕ(X̂i(p))− ui(p)
∥∥∥
1
, Lcenter =

1

N

N∑
i=1

∥∥∥Gϕ(Ĉi)− ucam
i

∥∥∥
1
.

The remaining losses follow standard feed-forward 3D reconstruction training. The camera loss Lcam

applies an L1 loss to the predicted pose encoding, decomposed into translation, quaternion rotation,
and field-of-view terms. The point-map loss Lpts combines point regression, confidence-weighted
regression, and a normal consistency term over valid pixels. The final objective is given by

L = λcamLcam + λptsLpts + λϕLϕ + λcenterLcenter + λdenseLdense.

All georeferencing and point-map terms have unit weight except for the camera loss, which uses a
weight of 5.0.

3.5 Training Strategy

Supervision signals. Each training sample contains calibrated ground images, depth-derived point
maps, ground camera poses in an East-North-Up (ENU) reference frame, and an orthorectified
satellite image with known spatial resolution. During training the dataloaders project the ENU
camera centers into the satellite image to obtain normalized camera-center targets ucam

i ∈ [0, 1]2.
After the standard normalization of camera poses and point maps into the local reconstruction frame,
we recompute all georeferencing targets in the same coordinate system as the model predictions.
Let Ei = [Ri | ti] be the normalized world-to-camera pose, Ci = −R⊤

i ti the camera center, and
ez = (0, 0, 1)⊤ the ENU up direction. If Renu

0 is the reference-camera rotation before normalization
and R̄0 is the reference-camera rotation after normalization, the ground-truth gravity in the normalized
reconstruction frame is g∗ = norm(R̄⊤

0 R
enu
0 ez).

Given g∗, we solve for the yaw, scale, and translation that best align the normalized ground camera
centers with their satellite coordinates:

(r∗ψ, α
∗, t∗) = arg min

rψ,α,t

N∑
i=1

∥∥G(g∗,rψ,α,t)(Ci)− ucam
i

∥∥2
2
,

Dense satellite targets are then generated by projecting each valid depth-derived 3D point through the
fitted transform ui(p) = Gϕ∗(Xi(p)), for p ∈ Ωpts.

Training datasets. We train our model with KITTI [13, 30] and a modified version of Aerial-
MegaDepth [38], which we call Sat-MegaDepth. KITTI provides street-level sequences with cali-
brated camera poses, LiDAR-derived depth maps, and georeferenced satellite views. We construct
Sat-MegaDepth from Aerial-MegaDepth [38] by adding orthorectified satellite images, which are
not provided by the original dataset. Unlike KITTI, MegaDepth-style images are scattered across a
scene rather than arranged as a vehicle trajectory. Training with both datasets encourages X-VGGT to
handle sequential or unordered ground-view sets. Additional details on training data, satellite crops,
augmentations, dataset construction, and optimization are provided in Appendix C.

4 Experiments

We evaluate X-VGGT on three georeferenced reconstruction tasks: camera geo-localization, pixel-
wise geo-registration, and local 3D reconstruction. We first describe the datasets, scene construction,
baselines, and metrics used throughout the section, then report quantitative results and ablations.

4.1 Evaluation Datasets

We evaluate X-VGGT on four cross-view datasets spanning different locations, sensors, and scene
layouts. KITTI [13, 30] provides driving sequences with LiDAR-derived depth and georeferenced
satellite images; although KITTI is used during training, evaluation is performed on the geographically
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disjoint cross-area Test-2 split. Mapillary Metropolis provides synchronized multi-directional driving
images, camera poses, MVS-derived depth, and satellite images, and is used for zero-shot evaluation.
We further evaluate camera geo-localization on WRIVA [8] and ACC-NVS1 [33], which contain
unseen locations with calibrated ground images and GPS annotations but no ground-truth depth maps.
Additional dataset and satellite-image construction details are provided in Appendix D.

4.2 Scene Generation

We construct evaluation scenes according to the specific scene layout of each dataset: for KITTI
and ACC-NVS1, we use sequences of consecutive video frames; for Mapillary Metropolis, we use
consecutive multi-directional camera groups pointing along the front, back, left, and right sides
of the vehicle frame; and for WRIVA, we create unordered image sets with similar camera poses.
Each scene consists of N ground images and a 150m × 150m satellite view sampled around the
selected ground cameras. We create satellite crops such that the centroid of the ground cameras is
randomly placed within the central 100m × 100m region of the satellite image. We sample up to
1024 scenes per dataset for the main evaluation and use larger scenes with up to 96 ground images
for the ablations. Additional scene construction details are provided in Appendix D.

4.3 Baselines

Table 1: Native prediction
support for each method.

Method Cam. Pixel 3D
Geo. Geo. Recon.

FG2 [50] ✓ ✗ ✗

Loc2 [51] ✓ ✓ ✗

MASt3R [20] ✗ ✗ ✓
VGGT [41] ✗ ✗ ✓
A-MD [38] ✗ ✗ ✓

X-VGGT ✓ ✓ ✓

We compare against two groups of baselines. The first group consists
of FG2 [50] and Loc2 [51], two cross-view geo-localization models
that are trained on KITTI and have state-of-the-art performance on the
cross-area split. Both estimate a 3-DoF pose in the satellite image plane,
which corresponds to the camera localization and orientation.

The second group contains feed-forward 3D reconstruction models:
MASt3R [20], VGGT [41], and Aerial-MegaDepth [38]. These base-
lines test whether generic or aerial-ground 3D reconstruction can solve
the same satellite-ground alignment problem. Together, these base-
lines cover the two tasks X-VGGT aims to connect: cross-view geo-
localization and multi-view 3D reconstruction.

4.4 Evaluation Metrics

Camera geo-localization measures whether the predicted camera centers and orientation are correctly
grounded in the satellite image. Since X-VGGT predicts camera locations in normalized satellite
coordinates ûi,ui ∈ [0, 1]2, we define the location error as ecami = ∥(ûi − ui)∥2 ρsat, where
ρsat = 150 is the satellite scale in meters. Orientation error is computed by projecting each camera’s
principal ray into the satellite plane and measuring the angle between the predicted and ground-truth
2D directions.

Pixel geo-registration measures the distance between the ground truth and predicted pixel geo-
locations. We compute this metric by projecting the image pixels into 3D space, and then into the
satellite plane using the ground truth georeferencing transform. We report the location error between
predicted and ground-truth satellite coordinates over valid pixels whose ground-truth projections lie
inside the satellite image.

3D reconstruction evaluates the local multi-view geometry independently of satellite alignment. We
align predicted camera poses to the metric ground-truth cameras with a similarity transform, then
compute pairwise relative pose errors. We report relative rotation accuracy (RRA), relative translation
accuracy (RTA), and their joint AUC at thresholds up to 30◦.

4.5 Experimental Results

Camera Geo-Localization. Table 2 compares camera geo-localization across all four evaluation
datasets. X-VGGT achieves the lowest camera-center and orientation errors in every setting, with
average errors of 22.38 meters and 30.93◦. Relative to the strongest competing result on each dataset,
this corresponds to average improvements of 13.23 meters in localization and 24.89◦ in orientation.
The gain is largest on Mapillary Metropolis, where nearby multi-directional ground views provide
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Figure 3: Qualitative results. We show two sample predictions from the Metropolis (top) and KITTI
(bottom) datasets using X-VGGT. From left to right: input ground views, predicted 3D reconstruction,
pixel-level geo-registration, and camera geo-localization. Our method jointly reconstructs the ground-
view scene while projecting both image pixels and camera centers into the satellite coordinate frame.

Table 2: Camera geo-localization. We report mean camera-center localization error in meters and
orientation error in degrees across four cross-view datasets. KITTI is evaluated on a geographically
disjoint test split, while Metropolis, WRIVA, and ACC-NVS1 are fully out-of-distribution in location,
sensor setup, and scene layout. X-VGGT outperforms both cross-view geo-localization and 3D
reconstruction baselines on every dataset and metric, showing the benefit of jointly estimating local
3D geometry and its alignment to the satellite frame.

Method KITTI Metropolis WRIVA ACC-NVS1

Loc. (m) Orien. (◦) Loc. (m) Orien. (◦) Loc. (m) Orien. (◦) Loc. (m) Orien. (◦)

FG2 [50] 39.81 89.00 40.26 89.73 36.47 85.80 36.51 77.58
Loc2 [51] 32.00 69.99 37.61 84.09 36.30 76.16 39.96 80.81

MASt3R [20] 1103.32 62.22 1028.05 79.83 1446.36 88.89 952.52 86.13
VGGT [41] 130.05 32.17 408.13 60.77 455.36 63.00 168.45 77.54
A-MD [38] 104.95 24.68 154.35 75.82 412.00 79.24 190.72 74.84

X-VGGT (Ours) 24.62 22.50 14.35 17.59 26.05 40.64 24.49 42.99

strong constraints for estimating the scene-level satellite alignment, even though it was not trained
with this specific sensor layout. The cross-view localization baselines remain competitive for camera-
center prediction, but produce large orientation errors. Conversely, the 3D reconstruction baselines
sometimes estimate orientation more accurately, but their camera locations are unreliable because
they do not predict a satellite alignment and must be projected into the satellite plane from local
reconstructed poses. Overall, these results show that neither 2D cross-view localization nor local
3D reconstruction alone is sufficient; robust georeferenced reconstruction requires jointly estimating
scene geometry and its alignment to the satellite frame.

Pixel-Wise Geo-Registration. Table 3 evaluates dense pixel geo-registration on the two datasets with
depth supervision. X-VGGT achieves the lowest pixel-level localization error on both KITTI and
Metropolis, improving over the strongest baseline by 18.44 meters and 71.12 meters, respectively.
The closest competitor is Loc2, which benefits from a strong depth foundation model, but its dense
projections remain sensitive to camera pose errors. This is most evident on Metropolis, where poor
orientation estimates degrade pixel alignment, while X-VGGT remains accurate by jointly estimating
geometry and satellite alignment.
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Table 3: Pixel-wise geo-registration on
datasets with depth. Mean geo-localization
error (meters) over ground-image pixels for
KITTI and Mapillary Metropolis.

Method KITTI Metropolis

Loc2 [51] 43.96 88.96

MASt3R [20] 900.85 1500.67
VGGT [41] 146.35 640.16
A-MD [38] 62.07 319.15

X-VGGT (Ours) 25.52 17.84

Table 4: Local 3D reconstruction. AUC of joint
RRA and RTA up to 30◦. X-VGGT preserves the
strong local reconstruction behavior of VGGT while
adding georeferencing capabilities.

Method KITTI Metropolis WRIVA ACC-NVS1

MASt3R [20] 6.64 5.05 0.03 6.25
VGGT [41] 83.29 55.31 16.90 67.96
A-MD [38] 21.58 9.20 4.13 8.55

X-VGGT (Ours) 83.90 51.34 21.17 72.91

Local 3D Reconstruction. Table 4 shows that X-VGGT remains competitive on local 3D reconstruc-
tion, despite being trained to also estimate satellite alignment. It slightly improves over VGGT in
most settings, likely because our model is initialized from the VGGT checkpoint while being further
adapted to ground-level multi-view scenes. This indicates that adding georeferencing supervision
does not degrade local 3D reconstruction quality.

Qualitative Results. Figure 3 provides qualitative examples of X-VGGT predictions. The results
show that our method produces coherent local 3D reconstructions while accurately projecting both
dense points and camera centers into the satellite frame.

Ablations on the Effect of Georeferencing Losses. Table 5 ablates the proposed georeferencing
losses on the KITTI dataset. Supervising only the georeferencing parameters provides a reasonable
initial alignment, but adding dense projection supervision reduces the pixel-wise geo-registration error
and improves camera localization. Adding camera-center supervision further improves the alignment,
yielding the lowest errors across all reported metrics. These results show that the parameter, dense,
and camera-center losses provide complementary signals for reducing both camera geo-localization
and pixel-wise geo-registration errors.

Ablations on the Effect of the Number of Ground Images. Figure 4 evaluates how performance
changes with the number of input ground views on Mapillary Metropolis. Both localization and
orientation errors decrease as more frames are provided, showing that X-VGGT effectively uses
additional multi-view context to estimate a more accurate scene-level satellite alignment.

Table 5: Effect of georeferencing losses on KITTI
[13]. Adding dense point supervision and camera
supervision improves both camera-level and pixel-
level geolocation.

Losses Cam. Pose 3D Points

Loc. (m) Orien. (◦) Loc. (m)

Lϕ 30.35 32.87 33.17
+ Ldense 27.95 34.49 30.91
+ Lcenter 27.24 30.73 29.45
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Figure 4: Effect of the number of ground
frames on Metropolis. Additional ground
views reduce both camera localization and
orientation errors.

5 Conclusion

We introduced X-VGGT, a feed-forward model for georeferenced cross-view 3D reconstruction
from ground and satellite images. X-VGGT jointly predicts ground-view cameras, dense 3D point
maps, and a scene-level georeferencing transform that aligns the reconstruction with an orthorectified
satellite image, enabling both camera geo-localization and dense pixel-wise geo-registration. We also
proposed training and evaluation protocols covering ordered and unordered ground-view inputs across
multiple datasets and sensor configurations. Experiments show that X-VGGT outperforms cross-view
localization and 3D reconstruction baselines while preserving strong local 3D reconstruction quality,
suggesting that robust georeferenced reconstruction requires coupling local multi-view geometry
with explicit satellite-frame alignment.
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Appendix

A Limitations

X-VGGT assumes access to an orthorectified, georeferenced satellite image with known spatial
resolution. Performance may degrade when the satellite image is outdated, low resolution, occluded,
or visually inconsistent with the ground views, since the model relies on cross-view evidence to align
the local reconstruction to the satellite frame.

The model is also trained with satellite crops in a specific physical scale range, roughly 150–250
meters across depending on the dataset. Applying X-VGGT to substantially smaller or larger satellite
regions may change the apparent scale and context seen by the model, and would likely require
fine-tuning or adapting the crop protocol.

B Broader Impacts

This work studies georeferenced 3D reconstruction from ground-level and satellite images, unifying
cross-view geo-localization with 3D reconstruction. We hope it can serve as an initial step toward
treating these two tasks jointly. Potential positive impacts include improved mapping from ground
images, localization in GPS-denied or GPS-degraded environments, disaster response using localized
post-event images, infrastructure inspection, and robotics or autonomous navigation systems that
need to connect local observations to a geographic map.

As with geo-localization methods more broadly, responsible use should consider privacy and data
governance when applying the model to images of real-world places. The method should be used in
accordance with dataset licenses, local regulations, and appropriate safeguards for images that may
contain sensitive locations, private property, people, or vehicles. Since georeferencing errors can
occur, predictions should be validated before use in safety-critical or decision-making settings.

C Additional Training Details

C.1 Training Satellite Images

X-VGGT is trained on two ground-satellite data sources: Sat-MegaDepth, and SatKITTI. Sat-
MegaDepth extends Aerial-MegaDepth with orthorectified satellite images for each scene. Each
training sample contains a set of ground images, a square satellite image, camera calibration, ground-
truth 3D points, and satellite-coordinate targets for the selected ground cameras. The satellite image
is resized to 518× 518 pixels before being passed to the model. Sat-MegaDepth uses crops in the
200–250m range, while SatKITTI use crops in the 150–250m range. Figure 5 shows one qualitative
example our proposed Sat-MegaDepth split.

C.2 Coordinate Targets and Augmentation

The satellite supervision uses normalized [0, 1]2 coordinates with a vertical axis convention in which
larger values correspond to upward displacements in the satellite plane. Each dataloader returns
normalized camera-center targets ucam

i and the satellite image scale in meters. During training, the
satellite image is augmented with horizontal flips and random 90◦ rotations. The same transform is
applied to satellite-coordinate targets, the ENU world frame, camera extrinsics, and point maps so
that the georeferencing supervision remains consistent after augmentation.

Before computing the losses, we apply the VGGT-style normalization of camera extrinsics and point
maps into the local reconstruction frame. Because this normalization changes the coordinate frame in
which the model predicts point maps and camera poses, we recompute the ground-truth georeferencing
parameters ϕ∗, dense satellite targets, and valid dense projection masks after normalization. This
recomputation keeps Gϕ∗ , camera-center targets, and dense point targets in the same coordinate frame
as the model predictions.
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Figure 5: Example from the Sat-MegaDepth split. The ground images at both sides are taken from
the original MegaDepth dataset. We obtain high-resolution orthorectified satellite images covering
the location of all ground views from Google Maps.

C.3 Optimization

The model is initialized from the pretrained VGGT checkpoint. New satellite camera/register tokens
and the Satellite Alignment Head (SAH) are optimized from the start of training to learn the cross-view
alignment needed for georeferencing, while the camera and point heads retain their reconstruction
roles. The top four global attention blocks are unfrozen after 10% of training, while the camera
head, point head, and remaining default parameters are unfrozen after 40% of training. We use
separate warmup and cosine schedules for each parameter group, with the largest learning rate for the
SAH and smaller learning rates for the pretrained backbone and 3D heads. Training batches contain
4–32 ground images per scene; all images are resized to 518 × 518 pixels, with zero-padding for
rectangular aspect ratios. We use the AdamW optimizer with weight decay 0.05, bfloat16 automatic
mixed precision, gradient clipping, and train for 80,000 iterations on four H100 GPUs.

D Additional Evaluation Details

D.1 Evaluation datasets.

KITTI [13] is an autonomous driving dataset collected around Karlsruhe, Germany, including
urban roads, rural areas, and highways. The capture platform is equipped with four cameras, two
grayscale and two RGB, a Velodyne LiDAR scanner, and a high-precision GPS/IMU system. We
use the augmented benchmark of Shi and Li [30], which provides satellite images around the vehicle
trajectory. For our evaluation, we use only the left RGB camera: the left and right stereo views are
highly similar, and our goal is to evaluate sequence-level ground-satellite georeferencing rather than
stereo reconstruction. We use LiDAR-derived depth maps for pixel-wise evaluation and report results
on the challenging cross-area Test-2 split.

Mapillary Metropolis is a city-scale driving dataset collected in Chicago. It provides synchronized
camera poses, georeferenced aerial imagery, panoramic street-level images, and four perspective
images at each timestamp, corresponding to the front, back, left, and right directions relative to the
vehicle. The dataset also includes multi-view-stereo reconstructions, MVS-derived depth maps for
the perspective images, and LiDAR point clouds. Although LiDAR points are available, they are
sparser than the MVS-derived depth maps for dense image evaluation, so we use the MVS depth maps
when computing pixel-wise geo-registration metrics. We use Metropolis for zero-shot evaluation,
since it differs from our training data in sensor layout, capture protocol, and scene distribution.
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WRIVA is derived from the outdoor sites of the WRIVA Public Dataset [8]. Unlike KITTI and
Metropolis, which are vehicle-centric driving datasets, WRIVA contains unstructured image collec-
tions from six U.S. sites with cameras scattered around each scene. The scenes have substantially
different layouts from urban driving datasets, consisting largely of rural environments, open areas,
and training-ground-style sites relevant to first-responder and site-modeling scenarios. WRIVA
provides calibrated camera parameters and GPS annotations. Although the original dataset includes
low-resolution panchromatic and multispectral satellite imagery, these modalities are outside the
scope of our work, so we replace them with high-resolution orthorectified RGB satellite images from
Google Maps. Since WRIVA does not provide ground-truth depth maps, we use it only for camera
geo-localization and pose evaluation.

ACC-NVS1 [33] is a multi-view dataset collected for novel view synthesis across six real-world
scenes in Austin, TX and Pittsburgh, PA. It contains approximately 148K images captured from both
ground and airborne viewpoints, with calibrated camera intrinsics, extrinsics, and geolocation. In
our evaluation, we use the ground-level image sequences and supplement them with high-resolution
orthorectified RGB satellite images to support cross-view geo-localization. Since ACC-NVS1 does
not provide ground-truth depth maps, we use it only for camera geo-localization and pose evaluation.

D.2 Evaluation scene generation.

We construct evaluation scenes using dataset-specific sampling protocols that reflect the structure of
each dataset while keeping the evaluation format consistent across benchmarks.

KITTI scenes are generated from linear driving sequences. We sample contiguous or nearby frames
from each sequence to form ordered ground-view sets, using only the left RGB camera. This produces
sequence-like scenes where the model must estimate a shared satellite alignment from multiple views
along the vehicle trajectory.

Mapillary Metropolis scenes are constructed from consecutive capture groups. Each capture group
contains four perspective images aligned with the vehicle frame, corresponding to orthogonal viewing
directions. We preserve this multi-directional structure when creating the scenes, which provides
denser coverage around the vehicle than a single forward-facing driving sequence.

WRIVA contains unordered image collections rather than vehicle trajectories. We follow a VGGT-
style batch construction strategy: for each scene, we choose a seed image and sample additional
views with high pairwise pose similarity. This produces coherent local scenes while preserving the
unordered nature of the dataset.

ACC-NVS1 scenes are generated from ground-level image sequences. Similar to KITTI, we sample
ordered frame sets from each sequence to evaluate camera geo-localization under trajectory-like
motion, but on locations and capture conditions not seen during training.

Evaluation Satellite Images. For every evaluation scene, we compute the centroid of the selected
camera centers and extract a 150m × 150m orthorectified satellite crop. Rather than placing the
centroid exactly at the crop center, we randomly position it within the central 100m× 100m region.
This prevents the evaluation from assuming a perfectly centered satellite crop while ensuring that
the selected cameras remain inside the image. For the main results, we sample up to 1024 scenes
per dataset with 16 ground images per scene. For the ablation on the number of ground images, we
construct larger scenes with up to 96 ground images.

E Additional Qualitative Examples

Figure 6 shows additional X-VGGT prediction examples across evaluation scenes. Figure 7 compares
X-VGGT against baselines on camera geo-localization and shows that our model produces more
accurate predictions across all datasets.

F Licenses and Existing Assets

We use existing datasets and pretrained models, and cite the original sources throughout the
paper. KITTI and Mapillary Metropolis are released under a Creative Commons Attribution-
NonCommercial-ShareAlike license, and MegaDepth-derived data is released under a Creative
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Figure 6: Additional qualitative predictions. We show more example predictions from X-VGGT
across scenes from KITTI (first two rows) and Mapillary Metropolis (last two rows).

Commons Attribution license. We use these assets for research purposes and include qualitative
examples in accordance with the corresponding dataset licenses and terms. The paper is distributed
under a license compatible with the reproduced third-party visual assets.
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Figure 7: Qualitative comparison with baselines. We compare X-VGGT against the baselines on
camera geo-localization across the four evaluation datasets. From top to bottom: KITTI, Mapillary
Metropolis, WRIVA, and ACC-NVS1.
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NeurIPS Paper Checklist

1. Claims
Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?
Answer: [Yes]
Justification: The main claims in the abstract and introduction are supported by the method
and experiments: the paper introduces X-VGGT, a feed-forward model for jointly predicting
camera poses, dense point maps, and a satellite alignment transform, and evaluates camera
geo-localization, pixel geo-localization, and 3D reconstruction across multiple datasets.
Guidelines:

• The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

• The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A [No] or
[N/A] answer to this question will not be perceived well by the reviewers.

• The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

• It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: The paper discusses limitations in Appendix A, including the dependence on
suitable orthorectified georeferenced satellite imagery and the fact that the model is trained
on satellite crops within a specific physical scale range. It notes that substantially different
satellite crop sizes may require fine-tuning or adapting the crop protocol.
Guidelines:

• The answer [N/A] means that the paper has no limitation while the answer [No] means
that the paper has limitations, but those are not discussed in the paper.

• The authors are encouraged to create a separate “Limitations” section in their paper.
• The paper should point out any strong assumptions and how robust the results are to

violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

• The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

• The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

• The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

• If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

• While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.
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3. Theory assumptions and proofs
Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [N/A]

Justification: The paper does not include theoretical results.

Guidelines:

• The answer [N/A] means that the paper does not include theoretical results.
• All the theorems, formulas, and proofs in the paper should be numbered and cross-

referenced.
• All assumptions should be clearly stated or referenced in the statement of any theorems.
• The proofs can either appear in the main paper or the supplemental material, but if

they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

• Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

• Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility
Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: The paper describes the model architecture, georeferencing losses, training
datasets, data construction procedure, optimization setup, evaluation datasets, baselines, and
metrics in Sections 3.2–3.5, the experiments section, and Appendix C. These details provide
the information needed to reproduce the main experimental comparisons and evaluate the
claims about camera geo-localization, pixel geo-localization, and 3D reconstruction.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• If the paper includes experiments, a [No] answer to this question will not be perceived

well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

• If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

• Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

• While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.
(b) If the contribution is primarily a new model architecture, the paper should describe

the architecture clearly and fully.
(c) If the contribution is a new model (e.g., a large language model), then there should

either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

20



(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [No]

Justification: We do not provide open access to the code or processed datasets at submission
time because the release package is still being prepared. We plan to release the code and
instructions needed to reproduce the training and evaluation protocols upon acceptance.

Guidelines:

• The answer [N/A] means that paper does not include experiments requiring code.
• Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

• While we encourage the release of code and data, we understand that this might not
be possible, so [No] is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

• The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

• The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

• The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

• At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

• Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLs to data and code is permitted.

6. Experimental setting/details
Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: The paper specifies the main training and evaluation settings, including the
training datasets, supervision signals, image resolution, number of input ground views,
optimizer, loss weights, training schedule, evaluation datasets, scene construction protocols,
baselines, and metrics. These details are provided in Sections 3.5 and the experiments section,
with additional crop sampling, augmentation, and optimization details in Appendix C.

Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The experimental setting should be presented in the core of the paper to a level of detail

that is necessary to appreciate the results and make sense of them.
• The full details can be provided either with the code, in appendix, or as supplemental

material.

7. Experiment statistical significance
Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer: [No]
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Justification: We report mean performance across evaluation scenes, but do not report error
bars or statistical significance over multiple independently trained models because each full
training run requires substantial compute.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The authors should answer [Yes] if the results are accompanied by error bars, confidence

intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

• The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).

• The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

• The assumptions made should be given (e.g., Normally distributed errors).
• It should be clear whether the error bar is the standard deviation or the standard error

of the mean.
• It is OK to report 1-sigma error bars, but one should state it. The authors should

preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

• For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

• If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

8. Experiments compute resources
Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?
Answer: [Yes]
Justification: The paper reports the main compute resources used for training, including
the use of four H100 GPUs, 80,000 training iterations, bfloat16 mixed precision, and
the optimizer/training configuration in Section 3.5. The experiments are feed-forward
evaluations on the reported datasets, and the main computational cost is the training run.
Guidelines:

• The answer [N/A] means that the paper does not include experiments.
• The paper should indicate the type of compute workers CPU or GPU, internal cluster,

or cloud provider, including relevant memory and storage.
• The paper should provide the amount of compute required for each of the individual

experimental runs as well as estimate the total compute.
• The paper should disclose whether the full research project required more compute

than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

9. Code of ethics
Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?
Answer: [Yes]
Justification: We have reviewed the NeurIPS Code of Ethics and are not aware of any aspect
of the research that violates it. The work uses existing vision/geospatial datasets for model
training and evaluation, and does not involve human-subject experiments or deployment in a
decision-making system.
Guidelines:

• The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.
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• If the authors answer [No], they should explain the special circumstances that require a
deviation from the Code of Ethics.

• The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

10. Broader impacts
Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?
Answer: [Yes]
Justification: The paper discusses potential positive impacts in mapping, robotics, disaster
response, and infrastructure inspection, and notes that responsible use of geo-localization
methods should consider privacy, data governance, and validation before safety-critical
deployment. These issues are discussed in Appendix B.
Guidelines:

• The answer [N/A] means that there is no societal impact of the work performed.
• If the authors answer [N/A] or [No], they should explain why their work has no societal

impact or why the paper does not address societal impact.
• Examples of negative societal impacts include potential malicious or unintended uses

(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

• The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
Answer: [N/A]
Justification: We do not release any training dataset, and instead plan to release training
and evaluation protocols using existing open source datasets. For any future release of
model weights, we will apply anonymization filters to the training images where needed and
retrain the final released model; we note that Mapillary Metropolis already blurs personal
information such as faces and license plates, while KITTI and MegaDepth do not provide
the same anonymization guarantees.
Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.
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• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: We cite the original datasets, models, and papers used in this work, and discuss
the relevant licenses and terms for existing assets in Appendix F. The paper is distributed
under a license compatible with the reproduced third-party visual assets.

Guidelines:

• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the

package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [N/A]

Justification: We do not release any new assets.

Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]

Justification: The paper does not involve crowdsourcing nor research with human subjects.

Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.
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• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
Justification: The paper does not involve crowdsourcing nor research with human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [N/A]
Justification: The core method development in this research does not involve LLMs as any
important, original, or non-standard components.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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